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Abstract
Computational cognitive models aim to simulate the cognitive processes humans go through when
performing a particular task. In this chapter, we discuss a machine-learning approach that can discover
such cognitive processes in M/EEG data. The method uses a combination of multivariate pattern
analysis (MVPA) and Hidden semi-Markov Models (HsMM), to take both the spatial extent and the
temporal duration of cognitive processes into account. In the first part of this chapter, we will introduce
the HsMM-MVPA method and demonstrate its application to an associative recognition dataset. Next,
we will use the results of the analysis to inform a high-level cognitive model developed in the ACT-R
architecture. Finally, we will discuss how the HsMM-MVPA method can be extended and how it can
inform other modeling paradigms.
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Introduction
The goal of developing computational models is to better understand the functioning of the
human mind. One type of cognitive models, symbolic process models, focus on the sequence of
cognitive processes the mind goes through when performing a particular task, and how these processes
are coordinated. Prime examples are models developed in the cognitive architecture ACT-R (Anderson,
2007; Anderson et al., 2004; Anderson & Lebiere, 1998; Borst & Anderson, 2015a). For example, an
ACT-R model of driving describes all the perceptual actions, central cognitive decisions, and motor
actions that a driver has to make to maintain a car on the road and navigate traffic (Salvucci, 2006). Or,
take solving equations like x + 4 = 12. An ACT-R model describes the steps necessary to solve this
problem: attending the stimulus on the screen, encoding it, committing it to working memory, retrieving
the necessary factual information from declarative memory (12 - 4 = 8) and finally issuing the motor
response (e.g., Lebiere, 1999; Stocco & Anderson, 2008). More complex models can then simulate what
happens to these processes when one becomes proficient in such a task (e.g., Tenison & Anderson,
2015) or how people develop new solution strategies involving different sequences of cognitive
processes when required (e.g., Anderson & Fincham, 2014).
To develop such models, we need to know what cognitive processes people go through when
performing a certain task. For a long time, this knowledge was mostly based on behavioral data (e.g.,
Donders, 1868; Sternberg, 1969), sometimes aided by eye-tracking data (e.g., Salvucci & Anderson,
2001). However, behavioral data typically yield only a single datapoint per trial – a response time –
which makes it difficult to distinguish between different sequences of cognitive processes. Since the
start of the current century, researchers have therefore turned to neuroimaging data, in particular
functional magnetic resonance imaging (fMRI), for additional guidance in developing cognitive models
(e.g., Anderson, 2007; Borst & Anderson, 2015a, 2017; Just & Varma, 2007). Although the high spatial
resolution and whole-brain coverage of fMRI ensure that all different components of a task are taken
into account, its temporal resolution is severely limited. In the couple of seconds that it takes to solve a
simple mathematical problem, we can typically only collect one or two brain scans, limiting the
information on the temporal sequence of cognitive processes considerably.
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Figure 1. Illustration of ERPs and PRPs using synthetic data. Left column, random
selection of trials: raw simulated EEG data of one channel (blue), cognitive events the raw
data is based on (orange), and estimated peak locations using all channels (dashed green).
Middle column: ERPs using the first 5, 20, 50, 100, and 200 trials (blue), ERPs of the
underlying cognitive events (orange). Right column: PRPs using the first 5, 20, 50, 100, and
200 trials (blue), PRPs of the underlying cognitive events (orange).
Recently, we have started to use EEG and MEG data for stage discovery, to profit from their
high temporal resolution (Borst et al., 2013, 2016). According to two major theories on EEG, significant
cognitive events result in EEG peaks that are added to the ongoing EEG oscillations (Makeig et al.,
2002; Shah et al., 2004; Yeung et al., 2007). Thus, if one could identify these peaks, one would know
when cognitive events happen. Unfortunately, it is difficult to identify these peaks in the ongoing
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oscillations. This problem is illustrated with synthetic data in Figure 1, in which we added five such
peaks (simulating cognitive events) to the ongoing oscillations of each simulated trial. The added peaks
vary slightly in their temporal location, reflecting the variability in the length of cognitive processes
between trials. The left column of Figure 1 shows five random trials with the added peaks in orange
and the resulting EEG data in blue. While the peaks affect the overall oscillations, it is impossible to
identify them in the EEG data of single trials.
As illustrated in the middle column of Figure 1, one therefore normally averages across trials
to generate event-related potentials (ERPs): the uncorrelated EEG signal will go to zero, and the activity
due to the peaks remain. After about 100 trials, the ERP of the EEG data (blue line) looks close to the
activity due to just the peaks (orange line) – which is the best possible solution using this method.
However, this average activity really only succeeds in identifying peaks close to fixed time points, such
as stimulus onset. In this example we can see in the average signal the small dip corresponding to the
first peak because it is close to stimulus onset. However, because the variation in the timing of the
peaks increases the further one moves away from a fixed point, the ERP becomes less clear further
away from stimulus onset. For example, while the dip due to the fourth peak is the largest peak in the
raw data, it is not visible in the ERPs, as it occurs at a different moment on each trial.
This is unfortunate because if one could measure these peaks on single trials, one would be able
to identify the onset of cognitive processing stages – which is exactly the information we need to
develop cognitive models. To solve this problem, we developed a powerful machine-learning method
that combines Hidden semi-Markov models with multivariate pattern analysis (HsMM-MVPA analysis;
Anderson et al., 2016). This method integrates all information present across all trials of all participants,
to ultimately identify peaks on single trials. The vertical green lines in the left column of Figure 1 show
the results of such an analysis: while not always exactly correct, the locations of the peaks are generally
well estimated (note that the analysis was done on 32 synthetic channels, only one channel is shown).
Using these locations, one can line up the different trials by resampling the intervals between peaks and
perform across-trial averaging. This results in ‘peak-related potentials’ (PRPs) that precisely identify
all peaks, as shown in the right column of Figure 1. These PRPs provide a blueprint of a cognitive
model: they indicate the start of each processing stage.
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In this chapter, we will explain this method and show how it can be used to develop a cognitive
model. In Part 1, we will explain the HsMM-MVPA analysis and apply it to an associative recognition
experiment. In Part 2, we will use the results of the analysis to develop an ACT-R model of this task.
Finally, we will discuss how the method can be extended and how it can be used to inform other
modeling paradigms.

Part 1: The Discovery of Processing Stages in M/EEG data
The HsMM-MVPA Method
The goal of the HsMM-MVPA analysis is to identify sequences of multivariate peaks (i.e.,
occurring across the scalp) in the ongoing EEG data. The method assumes that participants go through
the same cognitive processes on each trial, and therefore looks for peaks with similar topologies on
each trial. At the same time, the duration of the processing stages is expected to differ between trials
and participants. To model such a process the method applies hidden semi-Markov models. A hidden
Markov model describes a process that is always in one of a set of discrete states which cannot be
observed directly. In the current analysis, the EEG data constitute the observations that are used to find
these hidden states, which are assumed to reflect a cognitive processing stage. Because the duration of
cognitive processes varies per stage and trial, we applied a hidden semi-Markov model, which allows
states to have a variable duration. The onset of each HsMM state is defined by a multivariate peak in
the EEG data across all channels – the MVPA part of the analysis – modeled with a 50-ms half-sine
window function; here referred to as bump. These bumps are separated by flats, where the EEG signal
due to cognitive processes is assumed to have zero mean amplitude.
Figure 2 illustrates the application of a five-bump HsMM to EEG data. In the middle of the
figure, an idealized EEG signal is shown, with five peaks on each trial. This results in six cognitive
stages: each bump (top) indicates the onset of a new cognitive processing stage, while the first stage is
initiated by trial onset. The last stage terminates with the response. The HsMM-MVPA analysis
integrates the information across all trials of all participants to identify the five bumps that best account
for all data. For example, the topology of the second bump is based on the second bump of all trials,
indicated by the dotted red line (top). To describe the variable duration of cognitive stages across trials,
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Figure 2. HsMM-MVPA method. The method discovers similar bumps in all trials in a
bottom-up manner (top). These bumps delineate cognitive processes, of which the duration
across trials is modeled using gamma distributions (bottom). Reprinted with permission from
Berberyan et al. (2021), Journal of Cognitive Neuroscience, MIT Press.
gamma distributions with the shape parameter fixed to 2 were used. For instance, the duration of the
fourth stage varies considerably in the figure (cf. Fig. 1), which is reflected by the wide gamma
distribution at the bottom (light blue line). To identify the bumps and gamma distributions that
maximize the likelihood of the data from all trials simultaneously, the method uses a standard
expectation maximization algorithm for HsMMs (Yu, 2010). For further technical details we refer to
Anderson and colleagues (2016).
To conduct an HsMM-MVPA analysis, several steps have to be carried out. The first step aims
to identify the number of cognitive stages that participants go through when performing a task. To this
end, HsMMs with increasing number of states are fit to the data and subsequently compared. However,
because HsMMs with more states have more free parameters, they typically fit the data better. To avoid
overfitting, we first apply leave-one-out-cross-validation to each HsMM. That is, we estimate the
HsMM with a given number of states on n-1 subjects, and then calculate the log-likelihood of the nth
subject using the resulting bump and gamma parameters. We then compare the resulting log-likelihoods
between HsMMs with increasing numbers of states, and only select a model when it is better for a
significant number of subjects compared to a model with fewer states to ensure that the identified stages
generalize across subjects (Anderson & Fincham, 2014).
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In the first step of the analysis, we assumed that participants go through the same cognitive
stages in the different conditions of an experiment and therefore fit a single model to determine the
number of HsMM states, and thereby the number of cognitive stages. That means that we are left with
a single set of bump topologies and gamma parameters for all conditions. As the second step of the
analysis, we inspect the resulting model and often see that one or more stages seem to vary in duration
or bump topology between conditions (the analysis is sufficiently flexible to allow for that). To formally
investigate whether there is indeed a difference between conditions, we then fit a model with – for
example – different gamma parameters per condition for a particular stage. We compare the resulting
model to the original model using the LOOCV procedure discussed above and select the winning model.
Finally, we use the logic of the experiment in combination with the broader literature, the bump
topologies and the stage durations to interpret the meaning of the identified stages.

Discovering Cognitive Processing Stages in Associative Recognition
To illustrate the HsMM-MVPA method, we will use it to analyze an associative recognition
dataset collected by Borst and colleagues (2013), which was previously analyzed with several variants
of the HsMM-MVPA method (Anderson et al., 2016; Borst & Anderson, 2015a; Portoles et al., 2018)1.
In this experiment, twenty participants learned 32 word pairs in a study phase. In a subsequent test
phase during which EEG data were collected, the participants were again presented with word pairs.
Now, they were asked to judge whether these pairs were target pairs that they had studied or re-paired
foils – pairs consisting of the same words as the studied pairs but in new combinations. This means that
participants not only had to remember the component words (item information) but also how they were
combined (associative information)2. To affect a hypothesized associate retrieval stage, we
manipulated the associative fan of the word pairs. Fan refers to the number of items in memory that a
certain word is associated with, and was operationalized by having words occur in only a single word
pair (fan 1) or in two different word pairs (fan 2). Both words in a pair either had a fan of 1 or 2. From

1

The dataset and analysis scripts can be found on www.jelmerborst.nl/models.
In the original experiment there were also new foils, foils consisting of entirely new words. Because such
stimuli result in a different sequence of cognitive stages, we disregard them for this chapter.
2
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the literature, it is well known that fan-2 pairs result in more errors and longer RTs than fan-1 pairs
(e.g., Anderson & Reder, 1999; Schneider & Anderson, 2012). Using the HsMM-MVPA method, we
will investigate in what cognitive stage(s) the RT effect originates.
First, the EEG data need to be preprocessed (see Portoles et al., 2018, for details). After standard
artifact removal and filtering (e.g., Luck, 2005), we down-sampled the data to 100 Hz to reduce
computational load. Next, the data were segmented into trials, retaining the data between stimulus onset
and response for each trial. The data of each trial were detrended. Incomplete trials due to artifact
removal, incorrect trials, trials with RTs longer than 3 SDs from the mean per subject and condition,
and trials with extreme amplitudes (exceeding +/- 80 µV) were removed. To further reduce the amount
of data for the analysis, we performed a principal component analysis and retained the first 10
components (explaining more than 95% of the variance in the data). Finally, these components were
normalized.
As the first step in the HsMM-MVPA analysis, we performed the LOOCV procedure to identify
the optimal number of bumps, and consequently the number of cognitive stages. To this end, we first
fit HsMMs to the data of all subjects to identify good starting parameters (i.e. describing the bumps and
the gammas) for the LOOCV procedure itself.3 To avoid local maxima – for example, finding a pretty
good bump in the 1-bump HsMM, but not the best possible bump – we started by fitting an HsMM with
as many bumps as fit in the data. Given that each bump constitutes 50 ms and the shortest trial in our
dataset is 430 ms, we can fit at most 8 bumps. After fitting an 8-bump model, we proceeded to the 7bump model. Here, we started with the parameters identified for the 8-bump model while leaving out
one bump. We iteratively fit all models with 7 bumps and finally chose the model with the highest loglikelihood. We then proceeded to the 6-bump model, etc. Afterwards, we used the identified parameters
as starting parameters for the LOOCV method described above.
Figure 3 shows the results. Panel A illustrates how additional bumps are placed when fitting
HsMMs with increasing numbers of bumps. In the 1-bump HsMM, the most prominent bump is

3

The starting parameters influence the EM algorithm used to find the optimal model. An alternative method that
we have regularly applied is to use 100 sets of random starting parameters and select the best result, but the
method described here is more robust.
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Figure 3. Identifying the number of bumps. Panel A shows the bump placement for models
with increasing numbers of bumps. Panel B shows the loglikelihood of those models, with the
number of subjects out of 20 that improve compared to a model with one bump less. The
orange dot shows the loglikelihood of a model where stage 4 used separate gamma
distributions per condition, for which 19/20 subjects improved from the basic model.
identified, and one-by-one the weaker bumps are added. Here, especially in solutions with more than 6
bumps very weak bumps are introduced. To identify the HsMM that best accounts for the data and also
generalizes across subjects, we use a sign-test, where we test the number of subjects that show an
improved fit when we add more bumps (Anderson & Fincham, 2014). Figure 3B shows that while the
average loglikelihood increases up to 6 bumps, only 10 out of 20 subjects fit better than with a 5-bump
model – clearly not a significant number. Instead, we will choose the 5-bump model, as it is better for
18 out of 20 subjects than the 4-bump model, and seems to generalize better than the 6-bump solution.
Inspecting the resulting stage durations revealed that stage 4 varied in duration between
conditions, even though a single gamma distribution was used across conditions (the flexibility of the
gamma distribution allows for that). To see if we can account for the data better, we fit a new model
with a different gamma distribution for each condition in stage 4. This model fit better for 19 out of 20
subjects than the simpler model, making it preferred (Figure 3B, orange dot). Moreover, there also
seemed to be a small difference between conditions in the last stage of the model, but when allowing
different gamma distributions per condition for this stage, it only improved the fit for 10 out of 20
subjects and was therefore disregarded.
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Figure 4. Final HsMM-MVPA model. Panel A shows how the cognitive stages add up to the
reaction times for the four conditions, with the identified bump topologies at the border of the
stages. Panel B shows the durations of the stages.
Figure 4 shows the final model. Panel A illustrates how the discovered stages add up to the
total RT per condition, while panel B shows the duration of each stage more clearly. To interpret which
cognitive processes occur in each stage, we previously looked at existing theories of associative
recognition and known ERP components (Anderson et al., 2016; Borst & Anderson, 2015b), as well as
at connectivity profiles in the stages (Portoles et al., 2018). The first three stages take about 300 ms in
total and are highly similar between conditions. These stages were interpreted as a pre-attention stage
(before the stimuli are processed), an encoding stage where the words are read, and a familiarity stage
in which the familiarity of the words is judged. Note that given that we are looking at target and repaired foil pairs, all words are familiar. Therefore, in the next stage, the word pair in memory that is
closest to the stimuli on the screen is retrieved, which takes longer for fan-2 pairs. This is the associative
retrieval stage that we were aiming to find. In the case of target pairs, the retrieved pair (e.g., METALSPARK) will be the same as the stimuli on the screen (METAL-SPARK). In the case of re-paired foils,
it will be a pair with one word matching the stimuli, and one word being different (METAL-TREE).
Figure 4B clearly shows how this retrieval stage caused the difference in RT between the four
conditions: fan 2 pairs are retrieved slower than fan 1 pairs, and foils slower than targets. In stage 5, the
decision stage, the retrieved word pair is compared to the pair on the screen, and in the final stage the
corresponding response is issued. In the next section, we will use this interpretation to develop a
cognitive model of this task.
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Part 2: A Symbolic Process Model
The Cognitive Architecture ACT-R
To explain how people carry out associative recognition in more detail, we developed a model
in the ACT-R cognitive architecture (Anderson, 2007)4. A cognitive architecture is first and foremost a
psychological theory: it explains, for instance, how our memory system works. Instead of being limited
to a single psychological construct, however, architectures typically account for complete tasks, from
perception to response execution. In addition, a cognitive architecture is implemented as a computer
simulation, which can be used to create cognitive models of specific tasks (e.g., the Stroop task,
associative recognition, driving a car). To evaluate ACT-R models, one can use them to predict reaction
times, errors, and fMRI data, which can then be compared to human data (Borst et al., 2015; Borst &
Anderson, 2015a, 2017).
The ACT-R cognitive architecture consists of a set of independent cognitive modules that are
coordinated by a central procedural module. There are modules for perception (visual and aural) and
action (manual and vocal), and several central cognitive modules, of which declarative memory is the
most important for the current task. The modules interact with the procedural module through buffers
of limited size. The procedural module consists of rules that specify what cognitive action to take given
the contents of the buffers. For instance, a rule might state if METAL is encoded in the visual buffer,
then declarative memory should try to retrieve the meaning of METAL. An ACT-R model consists of
such rules and of knowledge in declarative memory (e.g., the meaning of the word ‘metal’). Thus, ACTR itself can be seen as the fixed hardware – the architecture – of the mind, while the models function
as software that runs on this hardware.
In ACT-R, a new cognitive processing stage starts when the procedural module executes a rule.
That is, if a known pattern is detected in the buffers, it will trigger a rule, which will alter the current
cognitive processing in the various modules. After a while, this will result in a new pattern in the buffers,

4

Available for download at www.jelmerborst.nl/models.
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which might trigger the execution of another production rule, etc. Even though this might sound like a
highly mechanical way of describing cognitive processing, it has been linked to the biology of the brain.
Based on fMRI data, the procedural module has been mapped onto the basal ganglia (e.g.,
Anderson, 2007). According to neural models of the basal-ganglia-thalamus circuit, this circuit
implements goal-directed cognitive processing (e.g., Hazy et al., 2007; Kriete et al., 2013; O’Reilly &
Frank, 2006; Redgrave et al., 1999; Stewart et al., 2012; Stocco, 2017; Stocco et al., 2010). Incoming
connections from the cortex allow the basal ganglia to monitor cortical states of other areas, comparable
to the buffers in ACT-R. The striatum tracks the similarity between these monitored states and a number
of internal states that trigger particular actions. At any one time, such actions – ACT-R’s production
rules – can be executed through the thalamus, which projects back to the cortex and can evoke a change
in neural processing. Our assumption is that this causes a multivariate peak in the EEG signal, which
will be detected as a bump by the HsMM-MVPA method. This assumption is supported by intracranial
recordings, which show that some cognitive events produce short changes of amplitude in the basal
ganglia, temporally followed by local modulations of EEG amplitude (Rektor et al., 2003, 2004). These
studies used traditional ERP methods which, as discussed above, might blur cortical peaks and affect
the measurement of the timing of peaks. Nevertheless, we believe that each discovered bump is linked
to a production rule in the ACT-R model.

A Model of Associative Recognition
Figure 5 shows the ACT-R model of associative recognition that we developed based on the
stages that were discovered with the HsMM-MVPA method (see for earlier versions of this model, e.g.,
Anderson et al., 2016; Anderson & Reder, 1999; Schneider & Anderson, 2012). Panel A, top, shows
the activity of five ACT-R modules for a target-fan-1 trial. The bottom of Panel A illustrates how this
results in six stages for each condition, which closely match the stages discovered by the HsMM-MVPA
analysis (cf. Fig 5B to Fig. 4B).
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Figure 5. ACT-R Model. Panel A shows the activity of five modules, and how that results in
cognitive stages adding up to the RT (bottom). Panel B shows the durations of these stages.

First, it takes an estimated 60 ms for the stimuli to reach the cortex.5 This is followed by the
execution of the first production rule, which starts the encoding process of the first word on the screen
by the visual module. Production rules take a fixed 50 ms in ACT-R, giving a total duration of the first
stage of 110 ms. Encoding the word takes 45 ms in this context (see Anderson et al., 2016), which
triggers the second rule, starting two processes: the second word is encoded by the visual module, and
the meaning of the first word is retrieved from memory.6 The third rule starts the associative retrieval
stage, in which the model retrieves the word pair from memory that is closest to the word pair encoded
from the screen. This is the stage that causes a difference in reaction times between the four conditions,
and will be discussed in some detail below. The fourth rule stores the retrieved pair in ACT-R’s imaginal
module which maintains the current problem state (Borst et al., 2010; Nijboer et al., 2016; similar to
the focus of attention concept in current working memory theories, e.g., McElree, 2001; Oberauer,
2009). Finally, the fifth rule compares this stored representation to the encoded word pair, and issues a
corresponding manual motor action. Such a recall-to-reject model has been shown to account for many
different associative recognition datasets (Anderson & Reder, 1999; Malmberg, 2008; Rotello et al.,
2000; Rotello & Heit, 2000; Schneider & Anderson, 2012).

5

Note that our timing estimates are slightly different than in the original model due to our re-analysis of the
data.
6
This retrieval constitutes a familiarity process; if this were a slow retrieval due to unfamiliar words in the
experimental context, this would trigger a production that directly proceeds to a response stage indicating a
completely new foil, as described in Borst & Anderson (2015) and Anderson et al. (2016).
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In the model, the only processing stage that varies by condition is stage 4, the associative
retrieval stage, which matches the results of the HsMM-MVPA analysis (Fig. 4B). ACT-R assumes that
information in the buffers can ‘spread activation’ to information in declarative memory. In the case of
a target pair, both encoded words will spread activation to the to-be-retrieved pair, resulting in the
fastest retrievals. In the case of a re-paired foil pair, only one of the encoded words can spread activation
– the re-paired foil pair does not exist in memory – explaining the difference in retrieval time between
targets and foils. However, the larger difference occurs between fan-1 and fan-2 pairs. ACT-R assumes
that the strength of association between an item and a memory trace depends on the number of memory
traces the item appears in; the less often, the more predictive it is, and the more activation it will spread.
For example, if one has lived in Pittsburgh for a long time, the cue ‘Pittsburgh’ will not activate any
specific memories. On the other hand, when one has only visited the city once, ‘Pittsburgh’ will
probably activate specific memories of this one trip. Thus, fan-1 items are more predictive than fan-2
items for retrieving a word pair, therefore spread more activation, and thus cause the difference in
retrieval time between the fan conditions. For mathematical details, please see Schneider and Anderson,
2012, or Anderson et al., 2016.

General Discussion
In Part 1 of this chapter, we explained how the HsMM-MVPA method can be used to discover
cognitive stages in EEG data. The method was demonstrated on an associative recognition dataset,
which allowed us to identify the crucial processing stage – associative retrieval – that caused the
difference in reaction time between conditions. In Part 2, we briefly introduced the ACT-R cognitive
architecture, and linked its production rules to the bumps in the EEG signal that form the basis of the
HsMM-MVPA method. Based on the discovered stages and this connection, we developed an ACT-R
model of associative recognition. This model has the same cognitive stages that were discovered by the
HsMM-MVPA method and shows highly similar condition effects. Altogether, this illustrates how one
can design a cognitive model based on the results of the HsMM-MVPA method.
The associative recognition task used in this chapter is a relatively simple example, in the sense
that only one of the processing stages varied in duration between conditions. However, the HsMM-
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MVPA method can discover more complex patterns. For example, Zhang and colleagues (2017)
analyzed a more involved associative recognition task, and discovered that both a retrieval stage and a
decision stage varied in length – but in opposite directions. This meant that although there was only a
small overall effect on RT between some conditions, the underlying stages did vary considerably, which
is crucial information if one wants to develop a model. In a different task, the same authors investigated
the insertion of additional cognitive stages in a task, thus comparing conditions with different numbers
of stages, while some stages overlapped between conditions (Zhang, Walsh, et al., 2018). One could
also imagine more complex topologies, for example extending the method to deal with recurring stages.
In addition to different stage configurations, the method can also be applied to slightly different kinds
of neural data. For instance, we have applied the method successfully to intracranial EEG data and
MEG data, both in order to increase the spatial definitions of the stages (Anderson et al., 2018; Zhang,
van Vugt, et al., 2018).
Finally, while we used the HsMM-MVPA method here to develop an ACT-R model, the results
can naturally also be applied to other modeling paradigms. On the one hand, one could think of other
models that make a strong link between cognitive processes and the basal ganglia, such as Nengo or
Leabra (e.g., Eliasmith, 2013; Kriete et al., 2013). In those cases, one could again directly map HsMM
stages on model processes. On the other hand, it can also be used to inform models that do not make
any claims about neural processes. The resulting stages (e.g., Fig. 4A) basically provide a blueprint for
any cognitive or mathematical model. For instance, when focusing on decision processes by using
evidence accumulation models (e.g., Forstmann et al., 2008; van Maanen et al., 2011), one could
imagine constraining non-decision processes based on HsMM-MVPA results, to be able to better
estimate the decision process itself (cf. Berberyan et al., 2021).
In conclusion, we view the HsMM-MVPA method as a powerful way to divide overall reaction
times into meaningful cognitive processing stages, which can be used to inform a wide variety of
modeling approaches.
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Further Reading
•

The current HsMM-MVPA method for EEG data was first introduced by Anderson and
colleagues in 2016. This paper has the most detailed description of the method, including
extensive appendices in which assumptions underneath the method are tested using synthetic data.

•

In 2018, we applied the same method to MEG data (Anderson et al., 2018) and intracranial EEG
data (Zhang, van Vugt, et al., 2018), allowing for greater spatial precision and better interpretation
of the underlying cognitive processes.

•

Chapter 1 of Anderson (2007) gives a very clear introduction to cognitive architectures and ACTR. In case you do not have the book available, Anderson (2005) provides an introduction to ACTR and its mapping on brain regions.
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Exercises
1. While the high temporal resolution of EEG is typically given as an advantage as compared to,
for example, fMRI, it does have its drawbacks.
a. Explain why the fourth peak in Figure 1 disappears when doing a standard ERP
analysis.
b. Would this also be a problem when measuring the same process with fMRI?
2. In the HsMM-MVPA analysis, bumps are supposed to be identical across different trials,
while the stage lengths can vary. Explain the rationale behind this.
3. To determine the number of stages in the data, we use leave-one-out cross validation,
combined with a sign test. This test evaluates whether the log-likelihood of a significant
number of subjects improve when we add a stage. Alternatively, one could also simply take
the highest log-likelihood, given that we already use an LOOCV procedure. What is the
advantage of using the sign test, and what would be the advantage of using log-likelihood to
determine the number of stages?
4. Imagine that participants solve a factorial like 4! = 4 x 3 x 2 x 1. What would the expected
stage topology look like?
5. One limitation of using the HsMM-MVPA method with M/EEG is that we only measure the
top levels of the cortex. What does this mean for the cognitive stages that we can discover?
6. The ACT-R model that we developed in Part 2 of this chapter follows the discovered stages
very closely. One could almost say that this is ‘just a fit’ of the discovered stages, and does
not explain the underlying process.
a. What speaks against such an interpretation?
b. How could one further evaluate this model?
7. Take your favorite modeling approach, and discuss how the results of an HsMM-MVPA
analysis could inform or help to evaluate such models.
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Answers
1.
a. Because the fourth peak appears at a different moment in each trial, it will disappear
when averaging across trials, or result in a very broad peak with a very low
amplitude.
b. No. This brief peak would add to the slow hemodynamic response on each trial,
which is more or less the summation of all processes during the last several seconds.
However, the exact timing of the peak would be lost.
2. The bumps signify the cognitive processes that participants go through when performing a
task, which are assumed to be the same on each trial (at least within a condition). However,
the length of these processes can vary on a trial-by-trial basis, which is why the analysis
allows the stage duration to differ between trials.
3. Sign test: this focuses on generalization across subjects. When applying the sign test, we
make sure that this is the best solution for the majority of the subjects. Log-likehood: this
focuses on the best account of all data points. If we would take the highest log-likehood, we
would choose the model that explains the EEG across all subjects best, which is not
necessarily the best model for the majority of the subjects.
4. For solving n!: Visual encoding – n times a retrieval process for the result followed by an
update of working memory – entering the response.
5. We can only discover cognitive processes that cause bumps in the top levels of the cortex. It
is certainly possible that this does not hold for all cognitive processes, which would be missed
by the current method.
6.
a. The mechanism that explains the length of the associative retrieval stage was not
developed to account for the results of the HsMM-MVPA analysis. In addition, it is a
single mechanism that accounts for the duration in four different conditions,
suggesting it might be general.
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b. The next step would be to use this model to predict data in a different experiment, for
example with higher-fan conditions, and test this in an experiment.
7. -

